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Secure memory is built on the assumption of correct hardware
execution, yet the Rowhammer vulnerability demonstrates that
repeated memory accesses can induce unintended bit flips in
DRAM. Although many hardware mitigations have been pro-
posed, recent Rowhammer attacks continue to bypass existing
protections, making practical software-based defenses an im-
mediate priority. However, current software mitigations often
struggle to balance efficiency and accuracy, leading to substantial
performance overhead or elevated false positive rates.

In this paper, we propose the idea of a two-level self-improving
software-based mitigation that utilizes the synergy between
hardware-assisted detection with software-based sampling to
efficiently identify and mitigate potential Rowhammer attacks.
Furthermore, our system leverages attack attempts as opportuni-
ties for online profiling and vulnerability discovery, continuously
improving its protection capacity over time. We present and
evaluate a proof-of-concept prototype of the Rowhammer early
detection stage, demonstrating higher accuracy than existing
PMC-based detection approaches while incurring low perfor-
mance overhead on the SPEC2006 benchmark.

1. Introduction
Over the past decades, the Rowhammer vulnerability has been
systematically analyzed and exploited as a hardware fault
mechanism that induces bit flips in DRAM, compromising
memory integrity. Existing attacks use Rowhammer to es-
calate privileges [1–7], escape sandbox execution environ-
ments [2, 8, 9], cause denial-of-service (DoS) [10], and leak
sensitive information [11].
Rowhammer is a DRAM vulnerability in which repeatedly

accessing certain memory rows causes bit-flip errors in adja-
cent rows. Exploiting underlying physical hardware imper-
fections, it bypasses hardware memory isolation and does not
depend on software bugs, freeing attackers from finding spe-
cific vulnerabilities. Its low cost and high impact make it an
attractive attack vector that demands strong defenses. Mod-
ern DRAM largely relies on in-DRAM Target Row Refresh
(TRR) to mitigate Rowhammer by refreshing suspected victim
rows [12, 13]. However, recent attacks [14–17] use crafted ac-
cess patterns to bypass TRR, exposing a new vulnerability in
modern DRAM. Until more robust hardware mitigations are
widely deployed, software defenses are necessary to bridge the
protection gap left by existing TRR mechanisms.

Our work introduces a novel software-based method to de-
tect andmitigate Rowhammer-induced bit flips while balancing
effectiveness and performance overhead. A major challenge
facing existing software detection-based Rowhammer is bal-
ancing mitigation effectiveness with acceptable performance
overhead. ANVIL [18] uses hardware performance counters

and selectively re-refreshes victim rows, but its reliance on
CPU LLC miss counts and temporal locality causes many false
positives. SoftTRR [19] offers a finer-grained, more accurate
detection by monitoring level-1 page tables (L1PTs), yet its
high overhead prevents scaling beyond such highly sensitive
structures. In addition, limited knowledge of the vulnerability
characteristics of DRAM impedes the targeted protection of
specific susceptible cells and addresses. TAROT [20] selectively
refreshes addresses already known to produce Rowhammer-
induced uncorrectable errors, but its coverage is restricted to
previously identified vulnerable regions, with no assurance
that all such regions are known.
To address these challenges, we make two primary con-

tributions. First, we introduce a hierarchical two-tier detec-
tion framework to identify potential Rowhammer activity. In
this framework, a hardware-assisted detector provides coarse-
grained monitoring, followed by a software-based sampler for
fine-grained analysis of suspicious behavior. Once Rowham-
mer is detected and attack details are identified, our mitigation
selectively monitors victim rows and refreshes other potential
victim rows within the same DRAM banks. Second, we pro-
pose a self-improving mitigation that combines offline and on-
line profiling to continually refine a watchlist of Rowhammer-
vulnerable locations. Our approach bootstraps mitigation from
a small set of vulnerable addresses collected offline and ex-
pands the watchlist by leveraging attacker-induced Rowham-
mer activity at runtime. Together, these ideas yield a two-stage
detection-based mitigation with a low-overhead for Rowham-
mer attacks.

We implemented a proof-of-concept prototype of the frame-
work. Our evaluation currently focuses on the hardware-
assisted detection stage, as the software-based sampling and
mitigation components are still prototype implementations
that require further validation. Compared to ANVIL [18], our
detector achieves a lower false positive rate while successfully
detecting Rowhammer attacks and avoiding misclassifications
of benign workloads with Rowhammer-like access patterns. It
incurs an average performance overhead of 3.58% and a worst-
case overhead of 5.15% on the SPEC 2006 [21] benchmarks.

2. Background
This section provides the necessary background on DRAM or-
ganization, Rowhammer vulnerability, and existing mitigation
techniques.

2.1. DRAM

Dynamic Random Access Memory (DRAM) is hierarchically
organized into modules (DIMMs), ranks, banks, rows, and
columns. Each DIMM has one or more ranks, each rank has
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multiple banks, and each bank is a two-dimensional array of
rows and columns. Each cell in a row stores one bit, the basic
storage unit. The stored charge of a cell determines its value,
but this charge is volatile, so each row must be periodically
refreshed. When the memory controller issues a refresh com-
mand, DRAM restores the cell charge by reading the row buffer
and rewriting its contents to the original row.

2.2. Rowhammer
First introduced by Kim et al. [22], Rowhammer is a hardware
vulnerability where frequent activations of a DRAM row in-
duce bit flips in adjacent rows due to electrical interference.
Rowhammer attacks differ in how they choose aggressor

rows. In single-sided Rowhammer, one aggressor row and an-
other row are repeatedly accessed to bypass the row buffer [2].
In double-sided Rowhammer, two rows adjacent to a victim
row are alternately activated to maximize disturbance [2].
To mitigate such attacks, modern DRAM employs Target

Row Refresh (TRR) [12, 13], but prior work shows that TRR
can be bypassed [14, 16, 17]. TRRespass [14] uses many-sided
patterns that spread accesses across multiple aggressor rows
to evade tracking. BLACKSMITH [16] generalizes this with
non-uniform access patterns, and recent work such as Postham-
mer [17] combines non-uniform patterns with refresh schedul-
ing to further weaken modern mitigations.

2.3. Rowhammer Mitigation
2.3.1. Hardware Defenses. Hardware-based mitigations
modify DRAM operation to prevent Rowhammer-induced bit
flips. Early work increased DRAM refresh rates to reduce
disturbance errors [22], but this causes significant perfor-
mance and energy overhead. Another defense uses error-
correcting codes (ECC), yet ECC-protected systems remain
vulnerable [23]. More advanced mechanisms employ hardware
counters to detect frequently activated rows and trigger miti-
gation. Some explicitly track per-row activations with large
counter structures [24–29], while others use sampling-based
techniques to probabilistically monitor row activity [22,30,31].
Although effective, these methods incur nontrivial perfor-
mance and hardware overhead, and many are only available in
modern DRAM devices. For example, ChipTRR in DDR4 has
been reverse engineered and shown to be bypassable [12–14].
BlockHammer [32] and BreakHammer [33] implement their
mitigations inside the memory controller. BlockHammer [32]
protects DRAM against Rowhammer by monitoring row ac-
tivations and temporarily blocking access to rows that are
approaching the Rowhammer activation threshold. BreakHam-
mer [33] throttles suspicious hardware threads that frequently
trigger Rowhammer-prevention actions to reduce the perfor-
mance impact of Rowhammer defenses on benign applications.
2.3.2. Software Defenses. As a supplement to hardware
defenses, software-based Rowhammer mitigations fall into
two main categories: isolation-based and detection-based.
Isolation-based defenses [34–37] physically separate aggressor
and victim rows through modified memory allocation. They
are effective but incur high performance andmemory overhead

due to fundamental changes in memory layout. Detection-
based defenses [18, 19, 38] monitor memory access patterns
to detect Rowhammer and selectively refresh vulnerable rows.
They avoid large-scale memory reorganization but still im-
pose system-wide monitoring overhead. ANVIL [18] uses LLC
miss thresholds to trigger access tracking, but suffers from
high false positives and sampling costs. SoftTRR [19] tracks
frequently accessed rows via page tables, but only protects
a limited memory region. Copy-on-Flip (CoF) [38] uses the
ECC error history to identify and migrate vulnerable rows,
requiring ECC and failing for unmovable pages. TAROT [20]
further reduces overhead by refreshing only a small set of
empirically identified vulnerable rows, assuming that bit flips
occur at a subset of DRAM locations. However, it relies on
complete offline profiling and also requires ECC, which limits
its applicability.

3. Design
As discussed in Section 2, the fundamental challenge of
software-based Rowhammer defenses is balancing perfor-
mance overhead and detection accuracy. Coarse-grained de-
tection often misses sophisticated attacks, while fine-grained
techniques incur high runtime costs. Existing methods heav-
ily depend on either coarse-grained hardware indicators or
fine-grained sampling-based software tracking.

Figure 1 shows the overall workflow of our Rowhammer mit-
igation framework. We use the monitoring phase as a profiling
step to iteratively refine a watchlist of vulnerable memory ad-
dresses, improving the efficiency of later detection rounds. This
section presents a two-level detection and self-improving miti-
gation framework that more effectively addresses this trade-off.

3.1. Offline Profiling
The main challenge for low-overhead, high-accuracy Rowham-
mer mitigation is choosing which memory regions to protect.
Prior work [20, 39, 40] shows that DRAM cells differ in their
likelihood of Rowhammer-induced bit flips. More specifically,
some cells are much more vulnerable. Therefore, strategi-
cally prioritizing bit flip protection for DRAM addresses that
are more susceptible to Rowhammer bit flips enables more
efficient use of limited system resources. Our offline profil-
ing stage collects an initial list of physical pages that exhibit
Rowhammer-induced bit flips for use by our mitigation.

To efficiently profile the DRAM module, we first reverse en-
gineer the mapping between DRAM and physical addresses [6].
Because newer DRAM generations include hardware Rowham-
mer mitigations, we tailor our Rowhammer pattern to the
specific DRAM module. Rowhammer-induced bit flips remain
probabilistic and depend on many factors [40], so it is infeasi-
ble to build a complete watchlist of vulnerable addresses in a
reasonable profiling time. In our offline stage, we therefore per-
form a single-pass profiling that sweeps each DRAM row once.
Whenever we detect a bit flip, we record the corresponding
physical page address, which forms the basis of our watchlist.
As noted earlier, building a complete watchlist of vulnerable
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Figure 1: Overview of our two-level Rowhammer detection and mitigation workflow.

addresses requires extensive profiling. Our online profiling
stage complements offline profiling to construct this watchlist.

3.2. Hardware-assisted Detection

To mitigate Rowhammer-induced bit flips with minimal over-
head, computationally expensive detection and mitigation
must be invoked only when necessary. We therefore use a two-
stage detection process. First, we use existing Performance
Monitoring Counters (PMCs) in modern Intel’s processors to
identify suspicious Rowhammer-like behavior at low runtime
cost [41]. When these signals suggest potential Rowhammer
activity, a second-stage fine-grained software sampling mecha-
nism is activated to continue monitoring. The effectiveness of
the hardware-based first stage strongly influences the overall
performance cost of the complete framework.
Prior hardware-assisted approaches, such as ANVIL [18],

primarily rely on last-level cache (LLC) misses as the primary
trigger. However, dependence on a single indicator can lead to
over-triggering in memory-intensive benign workloads. For
example, applications with poor memory locality but high
LLC misses may still be misclassified as suspicious due to LLC
behavior. To improve detection accuracy, we use multiple hard-
ware signals in the coarse-grained stage and advance to the
next stage only when all exceed their thresholds. We observe
that Rowhammer not only causes many LLC misses in a fixed
window, but also increases cycle stalls, since the processor
often waits for DRAM to service memory requests. Frequent
activation of different DRAM rows in the same bank further
raises stall cycles [22]. Previous work has used this timing be-
havior as a side channel to reverse engineer memory address
mappings [6, 42].

In summary, we monitor both LLC misses and stalled cycles

as primary indicators of ongoing Rowhammer activity. Once
both signals exceed their respective thresholds, the second-
stage software sampling is initiated.
3.3. Software-based Sampling
After the hardware-assisted stage flags suspicious activity,
a second-stage software sampler will be activated for fine-
grained detection. The hardware stage only offers coarse sig-
nals, but cannot identify the attack details. This stage narrows
the search space to limited processes and identifies potential
aggressor and victim regions.
We use Intel’s Performance Event Base Sampling (PEBS)

to collect memory access samples over a period of time [41].
From the information in each sample, we collect the process
identifier and physical address of the memory access, enabling
runtime analysis of memory access patterns. We first group
samples by process and flag processes with concentrated mem-
ory activity. For these suspicious processes, we map physical
addresses to DRAM rows, identify frequently accessed (hot)
rows, and monitor adjacent rows as potential victims. We peri-
odically record and compare the contents of these neighboring
rows; a bit flip is detected when the content changes without
any corresponding write. Newly found vulnerable locations
are added to a watchlist, continuously refining the mitigation
strategy.
3.4. Mitigation and Online Profiling
The mitigation component maintains a watchlist of vulnerable
physical pages and their DRAM rows, built on offline and
online profiling. Entries are organized by DRAM bank since
Rowhammer occurs within a bank. When suspicious behavior
is detected, fine-grained sampling identifies potential aggressor
rows and groups them by bank for targeted mitigation. Instead
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of uniformly protecting all memory, the system selectively
refreshes identified vulnerable rowswithin the standardDRAM
interval, reducing the chance of Rowhammer induced faults.
As mentioned in Section 3.1, offline profiling alone can-

not deterministically identify all vulnerable DRAM locations,
and exhaustive profiling is impractical. We therefore leverage
runtime Rowhammer activity of attacker for online profiling.
When suspicious behavior appears, the system monitors the
potential victim rows and checks for bit flips. Our system will
collect information on pages that have bit flips and update
the vulnerability watchlist. This adaptive method allows the
watchlist to evolve without exhaustive offline profiling.

3.5. Implementation

We implement a proof-of-concept prototype of the proposed
framework as a Linux Kernel Module on Debian 12 running
Linux Kernel 6.12.73. Our evaluation platform consists of an
Intel i5-2500 CPU with DDR3 memory. The hardware-assisted
detection stage is fully implemented and evaluated in our pro-
totype. In addition, we partially implement the software-based
sampling, mitigation, and online components to demonstrate
the feasibility of the end-to-end workflow.
For hardware-assisted detection, we derive several PMC-

based metrics from hardware performance counters to charac-
terize Rowhammer activity. The metrics, their formulas, and
meanings are summarized in Table 1. Our prototype reads
PMC values every 6 milliseconds and computes the detection
metrics. We select thresholds based on repeated workload
characterization experiments under Rowhammer workloads;
the detailed procedure is described in Section 4.1.

The software stage sampling uses Intel PEBS to approximate
memory access sampling as a proof of concept; a full fine-
grained analysis is left for future work. We use existing work
[6] to map physical to DRAM addresses.

To manage vulnerable pages identified during profiling, we
maintain a list-based watchlist of PFNs for pages that have
exhibited bit flips. In future work, we plan to replace this with
an rbtree-based implementation to improve scalability for large
watchlists. Instead, we focus our implementation effort on the
hardware-assisted stage, since it serves as the first-state filter
that determines when expensive software analysis should be
triggered.

4. Experiment

Because the primary objective of the prototype is to demon-
strate practicality and reduced performance overhead for fine-
grained sampling and mitigation, we evaluate it only on a
DDR3-based system to show that it can reduce overhead.
We conducted three experiments: (1) we measured the av-

erage value of each metric used in our hardware-assisted de-
tection under different types of workload; (2) we evaluated
and compared our detection accuracy with ANVIL [18]; and
(3) we evaluated the performance overhead introduced by the
detection stage.

Figure 2: PMC-derived metrics across Rowhammer and benign
workloads.

4.1. Workload Characterization

In this experiment, we evaluate whether our selected PMC-
derived metrics can distinguish Rowhammer activity from
benign memory-intensive behavior. We execute ten work-
loads with detection enabled: including an idle system, sequen-
tial read/write workloads, memcpy, random access, pointer
chasing, cache thrashing, burst access patterns, mixed access
patterns, and double-sided Rowhammer attack. For each work-
load, we compute the average LLC miss rate, stall ratio, and
L2 pending stall density.

Figure 2 shows that Rowhammer workloads exhibit consis-
tently evaluated values in all three metrics. In particular, the
double-sided Rowhammer workload demonstrate simultane-
ously high values of three rates. In contrast, benign workloads
typically raise only a subset of these metrics. These results
suggest that LLC miss behavior alone is insufficient for ac-
curately distinguishing Rowhammer activity, since several
benign memory-intensive workloads exhibit similarly high
cache-miss behavior.

4.2. Detection Accuracy

In this series of experiments, we evaluate our hardware-
assisted detector and compare it with ANVIL’s first-stage de-
tector [18].
We evaluate both malicious and benign workloads. Ma-

licious workloads include double-sided and many-sided
Rowhammer attacks. Benign workloads reuse those in Sec-
tion 4.1 with an additional many-sided Rowhammer pattern.
A workload is classified as suspicious only when all selected
metrics exceed their corresponding thresholds. As shown in
Table 2, both ANVIL and our detector correctly identify all
Rowhammer workloads evaluated. However, ANVIL often
flags benign memory-intensive workloads as suspicious be-
cause it relies only on LLC miss behavior.

We next study the threshold sensitivity of our detector using
the same eight benign workloads and five Rowhammer work-
loads. The Rowhammer workloads use double-sided patterns
with varying hammer counts and a many-sided pattern. We
derive base thresholds from the maximum observed value of
each metric per run and then multiply them by α to obtain the
experimental thresholds. Table 3 shows that as the threshold
increases, the false positive rate drops to 0 while the true posi-
tive rate remains 1 for all Rowhammer workloads. Atα = 0.70,
our detector detects all Rowhammer workloads evaluated.
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Table 1: PMC-derived metrics used in our detection stage.

Metric Formula Meaning

llc_miss_rate LONGEST_LAT_CACHE.MISS
LONGEST_LAT_CACHE.REFERENCE

Fraction of LLC accesses that miss in the cache
hierarchy.

stall_ratio CYCLE_ACTIVITY.STALLS_L2_PENDING
CPU_CLK_UNHALTED.THREAD

Fraction of execution cycles stalled while waiting
for pending L2 misses.

l2_stall_density CYCLE_ACTIVITY.STALLS_L2_PENDING
CYCLE_ACTIVITY.CYCLES_L2_PENDING

Frequency at which pending L2 misses result in
execution stalls.

Table 2: Qualitative comparison of PMC-based detection across
workloads. ✓ indicates correct classification, while × indicates
misclassification.

Workload Ours ANVIL
Double-sided RH ✓ ✓
Many-sided RH ✓ ✓
SeqRead ✓ ×
SeqWrite ✓ ×
Memcpy ✓ ×
Random ✓ ×
Chase ✓ ×
Thrash ✓ ×
Burst ✓ ×
Mixed ✓ ×

Table 3: Threshold sensitivity analysis of the proposed detector.

α RH Benign TPR FPR

0.40 5/5 8/8 1.00 1.00
0.50 5/5 4/8 1.00 0.50
0.60 5/5 3/8 1.00 0.38
0.70 5/5 0/8 1.00 0.00

We also evaluate ANVIL’s threshold sensitivity on the same
workloads. Since ANVIL uses only LLC miss counts, we sweep
the LLC miss threshold and report results in Table 4.

At low thresholds, ANVIL detects all Rowhammerworkloads
but misclassifies many benign memory-intensive workloads.
As the threshold increases, false positives decrease, but true
positives also collapse. Above 100K LLC misses, ANVIL fails to
detect any evaluated Rowhammer workload. This shows that
LLC miss behavior alone cannot reliably distinguish Rowham-
mer attacks from benign memory-intensive execution.
Finally, we evaluated each individual PMC-derived metric.

As shown in Table 5, no single metric achieves high detection
accuracy and low false positive rates at α = 0.70. In contrast,
combining all selected metrics yields a true positive rate of 1.0
and a false positive rate of 0.0 at α = 0.70.
4.3. Performance Overhead
In this section, we evaluate the performance overhead intro-
duced by the hardware-assisted detection stage. Since the
software-based sampling and mitigation stages are triggered
only upon suspicious activity, the hardware-assisted detection
stage dominates the steady-state runtime overhead. Therefore,
we evaluated the runtime impact of continuously running the
first-stage detector in the background. We select representative
memory-intensive SPEC CPU2006 benchmarks to approximate
the overhead of continuously monitoring PMC activity. The
result is presented in Table 6. The first-stage incurs an average

Table 4: Threshold sensitivity analysis of ANVIL first-stage
detection.

Threshold RH Benign TPR FPR

20K 5/5 8/8 1.00 1.00
80K 5/5 5/8 1.00 0.63
100K 0/5 5/8 0.00 0.63
500K 0/5 3/8 0.00 0.38
700K 0/5 0/8 0.00 0.00

Table 5: Detection effectiveness of individual PMC-derived
metrics at α = 0.70.

Metric TPR FPR
LLC miss only 1.00 0.63
Stall ratio only 1.00 0.63
L2 stall density only 1.00 0.13
Combined metrics 1.00 0.00

Table 6: Runtime overhead on representative SPEC CPU2006
workloads.

Benchmark With Module (s) Baseline (s) Overhead

mcf 287.0 281.7 1.89%
omnetpp 289.7 279.3 3.70%
libquantum 374.3 356.0 5.15%

overhead of 3.58%, with a maximum overhead of 5.15% and a
minimum of 1.89%. Each benchmark was executed three times,
and we report the average runtime. These results suggest that
the hardware-assisted detection stage introduces relatively low
runtime overhead and is practical for continuous background
monitoring.

5. Conclusion

Modern Rowhammer patterns hinder accurate, efficient
software-only mitigation, as existing defenses struggle to bal-
ance detection accuracy and runtime cost, especially with
single-dimensional hardware signals or fine-grained monitor-
ing with high performance overhead. We propose the idea
of a two-level Rowhammer detection and mitigation frame-
work that combines coarse-grained hardware-assisted detec-
tion with fine-grained software sampling. Using multiple PMC-
derived metrics, our design aims to distinguish Rowhammer
attacks from benign memory-intensive workloads with higher
accuracy, reducing unnecessary sampling. We also introduce
the idea of a self-updating mitigation mechanism that con-
tinuously refines mitigation targets through the combination
of offline and online profiling. We present and evaluate the
early detection stage, where the mitigation mechanism de-

5



tects potential Rowhammer workload and triggers the follow-
ing mitigation stage once such workload is detected. Our
evaluation shows that the detector achieves lower false pos-
itive while keeping runtime overhead low, indicating that
multi-dimensional hardware-assisted detection is a practical
approach for lightweight, adaptive Rowhammer mitigation.
Future work will focus on more robust software-based sam-
pling, aggressor-row identification techniques, and adaptive
mitigation updating strategies for more advanced Rowhammer
attack.
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